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Abstract

This thesis describes the Gollach cluster. The Gollach is an eight machine computing cluster
that is aimed at being a general purpose computing resource for research purposes. This
includes image processing and simulations. The main quest in this project is to create
a cluster server that gives increased computational power and a unified system image (at
several levels) without requiring the users to learn specialised tricks. At the same time the
cluster must not be tasking to administer.

The making of this cluster aims to give a single image on several levels of the computer,
which are: processes, I/O (Input/Output) and storage. To achieve this the cluster computer
is built together on a unified backbone that ensures sharing on the levels mentioned above.
It makes use of diskless booting, NFS-root (Network File System), MOSIX and LVS (Linux
Virtual Server) to achieve this. MOSIX migrates processes and balances load. LVS dis-
tributes users on the cluster server. Diskless booting and NFS-root file system ensure that
all the machines in the cluster share a single disk image. Mass storage has been aggregated
with the help of NBD (Network Block Device) and software RAID (Redundant Array of
Independent Disks).

The Gollach has been built and it provides a general computing resource for multiple
users. Administration turns out to be at almost the same level as a single Linux server due
to the use of ClusterNFS. ClusterNFS is an NFS server which provides name translation.
Therefore machine specific files can be kept unique on the file server. User distribution using
LVS has worked as expected, users’ requests are always attached to the machine with the
least connections. The mass storage device has been tested to work with RAID-0. The
cluster has been made to run conventional programs as a conventional server, here it works
to expectation with no visible difference to a single machine server. Parallelism with the help
of MOSIX has been observed and non-I/O bound processes have experienced a speed-up due
to the process migration. Disk I/O bound processes suffer though, from the speed descaling

found with multiple simultaneous reads/writes.
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Multiboot A specification of the interface between a boot loader and a operating system,
such that any complying boot loader should be able to load any complying operating
system.

nCube A provider of scalable streaming media infrastructure to broad-band, Internet and

telecommunications carriers worldwide. It historically used to produce MPPs. See
MPP

NetBSD NetBSD is a free, highly portable UNIX-like operating system. It is based on
BSD Unix. See BSD

NetDispatcher A software solution to balance request loads to TCP/IP based servers. See
TCP/IP

Netscape An Internet browser.

network A group of interconnected computers, and their connecting cables and hardware.

NFS Network File System A protocol used to access files over a network regardless of
machine, operating system, or architecture.

OpenBSD OpenBSD is a freely available, multi-platform BSD-based UNIX-like operating
system. See BSD

OS Operating System The most important program that runs on a computer. Every
general-purpose computer must have an operating system to run other programs. Op-
erating systems perform basic tasks, such as recognizing input from the keyboard,
sending output to the display screen, keeping track of files and directories on the disk,
and controlling peripheral devices such as disk drives and printers.

OS/2 An operating system made by IBM Corporation with the intent of replacing DOS.
See IBM, DOS

packet A packet is the unit of data that is routed between an origin and a destination on
the Internet or any other packet-switched network

parallel programming A programming style that takes advantage of multiple processors
by doing several simultaneous computations. This leads to a speed-up of the overall
calculation.

parity Extra information that is stored about a small piece of data on wether the sum of
the bits in the collection produces an even or an odd number. Thus defining either
even or odd parity. It is a popular scheme in error detection and correction. See RAID

personalities The different types of RAID configuration that are available in a typical
RAID system.
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process A Unix process is one execution of a program or command.

proxy cache server A proxy server is a server that acts as an intermediary between a work-
station user and the Internet so that the enterprise can ensure security, administrative
control, and caching service.

RAID Redundant Array of Independent Disks A means of combining two or more disk
drives into an array for the sake of performance and/or fault tolerance.

raidtab A configuration file in Linux software RAID that determines the layout of RAID
devices on that computer. See Linux, sRAID

RAM Random Access Memory The working memory of the computer. RAM is the memory
used for storing data temporarily while working on it, running application programs,
etc.

rcp A Unix command meaning remote copy that allows files to be transferred files to and
from another system over the network.

RAM-disk A part of the RAM that is made to behave as if it were a disk storage system.
See RAM

RedHat A company that distributes a version of the Linux OS known as RedHat Linux.
See Linux

ReiserF'S A journalled file system that is based on balanced trees. It is implemented on
Linux to solve the problem of having many small files on a large hard drive. See Linux

ROM Read Only Memory Read-Only Memory, non-volatile memory that can be read, but
not written, by the microprocessor, pre-recorded, often holding critical programs, such
as boot data.

router A device which routes packets from one network to another.
RRSG Radar Remote Sensing Group

shared memory A means of interconnected several processors to use common RAM in a
parallel processor. See RAM

SMP Symmetric Multi-Processor A computer system which has two or more processors
connected in the same cabinet, managed by one operating system, sharing the same
memory, and having equal access to input/output devices. Application programs may
run on any or all processors in the system.

sRAID software RAID An implementation of RAID using software. See RAID

stripe A means of combining data storage by inter-leaving storage devices.
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Sun Microsystems A manufacturer of workstation servers that are mainly intended for
networking applications.

share/unique A problem of deciding wether a file should be shared or should be unique
to a particular machine in a cluster. This is a problem where the root device is shared
by several computers.

TCP Transmission Control Protocol The most common Internet transport layer protocol.

TCP/IP TCP over IP See TCP, IP

Twofish Twofish is a block cipher by Counterpane Labs. It was one of the five Advanced
Encryption Standard (AES) finalists.

Unix A popular server operating system made by AT&T.

voltmeter A device for measuring the potential difference between two points in an elec-
trical circuit.

Virtual Server A group of networked computers made to respond to the same IP address
and provide the same services such that they appear to be single computer. They are
mainly intended to address high availability issues. See IP, HA

WAN Wide Area Network A network of computers connected to each other over a long
distance, via telephone lines and satellites.

Windows An operating system built by Microsoft Corporation. It is the most widely used
OS on x86 based computers. See OS, x86

workstation A machine with the computing power of a minicomputer or a mainframe but
in a personal computer type package.

X X-window A graphical windowing system for Unix and Unix-like Operating Systems.

x86 Intel 80x86 A popular range of processor that are made by Intel Corporation. The
x stands for a number from 1 to 4 depending on when it was made. The 8086 and
Pentium range are also members of the range. They are primarily used in most desktop
personal computers.

Xfig A graphics program for the X platform that is mainly used in the creation of illustra-
tions. See X

X-terminal A window for typing system commands in X. See X
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Chapter 1

Introduction

Clustering in computing terms is the practice of interconnecting computers with the help of
suitable hardware, software and networking technology. The aim of such a combination is
to bring together the resources that are provided by the individual machines and use them

collectively. Resources in this case means:

e processing power from the CPU (Central Processing Unit),
e volatile, non-volatile storage and

e other computer related services like web servers, cache servers, data-basing etc.

These resources are provided by the individual machines that make up the cluster.

1.1 Background on Clustering

1.1.1 Clustering History

Historically clustering technology made big news with the advent of Beowulf Clusters [3].
This type of cluster was mainly fuelled by research institutions as a means of solving large

real world problems using COTS (Commercial Off The Shelf) components. These were



mainly scientific applications like simulations related to physics, biology, chemistry and other
demanding situations where supercomputers are usually used.

The main requirement for these scientific applications was parallel programming and
distributed computing. Parallel computing is the use of several computing elements simulta-
neously on one computation. These computing elements may be CPUs or whole workstations
interconnected by some network.

With the use of appropriate middle-ware i.e. PVM (Parallel Virtual Machine), MPI
(Message Passing Interface) or other Beowulf packages, data is split according to the type
of problem at hand and shipped out across the cluster. This data can then be serviced by
all the machines in the cluster in a piece-wise fashion. After every node has completed its
part of the computation, the results are recombined for analysis or for further computation.
Therefore a computational speed-up is realised allowing the processing of very large data

sets.

1.1.2 Commercial Cluster Application

The above application of clustering technology proved to be quite a success with some no-
table clusters being listed among the worlds top supercomputers for their capabilities. On
the other hand, clustering technology is also finding purpose within commercial and in-
dustrial applications. Multiple computing nodes can provide advantages and uses which
substitute large expensive custom made servers. Some of these advantages are server storage

redundancy, high availability and scalable servers.

High Availability

HA (High Availability) has been a recent industrial attraction for cluster computers [46].
This is a more commercial application of clusters where server applications are put on a

collection of machines in order to increase throughput, resilience and reliability.



HA clusters are usually intended for use in situations where large numbers of users require
service simultaneously. At the same time the server cannot afford any down-time. This is
especially true for Internet, email, data-base servers and other places where a small service
is in huge demand and thus becomes a large problem.

The use of multiple computers increases flexibility in terms of scalability and cost. When
more power is required from the server, the means of solving the problem of increased
demand is not to purchase a bigger, more expensive specialised server. Instead, the means
of upgrading is to add low cost nodes to the cluster and these extra machines will take up

the extra slack.

Distributed File Systems

A useful component in HA clusters is a DFS (Distributed File System) [50]. A distributed
file system allows the cluster to have a combined storage solution. This is a major re-
quirement in maintaining data consistency, reliability and in some cases in improving data
I/O (Input/Output) rates. To increase reliability would probably imply some kind of data
redundancy on the server.

Apart from data redundancy, processor redundancy is also usually employed to prevent

down-time caused by processor failure.

1.2 The Radar Remote Sensing Group

The RRSG (Radar Remote Sensing Group) is a research group comprised of researchers that
possess large computational requirements due to the nature of their work. These people all
require computing resources from some powerful computing system. This is required for
the many types of applications which are run by the members. The main applications in
use are Matlab, IDL (Interactive Data Language), C++, PVM and MPI based applications.

All of these applications are mainly intended for radar image processing and radar related



simulations.

Apart from the somewhat more specialised applications, there is also a whole host of
conventional Unix applications which include Xfig , Lyx, Netscape , Emacs and VI (Visual
editor). All of these have their varying uses for the users.

The nature of image processing is, that it is a highly demanding field in terms of com-
puting power. The people who need to run these applications have relatively slow computers
on their desks. Thus the requirement is to concentrate energy on a small collection of more
powerful machines which users can access as a cluster server.

The research group would thus benefit from a Cluster based Virtual Server. Such a
server will be composed of several individual computers, but on the outside will appear as
one computer. Thus it should give increased computational power without advertising itself
as a cluster. Further to this, the cluster would need a scalable architecture and a simplified

administration viewpoint. This is a necessity for maintenance and upgrade of the system.

1.3 The Gollach Cluster

The Gollach is an 8 machine cluster. It consist of 7 PII (Pentium II) computers running
at 350 MHz (MegaHertz) plus 1 dual PII 350 MHz. These computers have on-board 100
Mb/s (Megabit per second) ethernet together with SCSI (Small Computer Systems Interface)
controllers that have a maximum transfer rate of 40 MB/s (Megabyte per second) (See
Appendix D).

The naming convention for the machines in the Gollach cluster is Gollach-1 to Gollach-
8 in later sections of this document.

For the communication within the cluster there is a Cisco 2912 XL ethernet switch. This
is a 100 Mb/s switch and the manufacturer claims that it has a back-plane bandwidth of 3.2
Gb/s (Gigabit per second). Thus we can expect to have 12 machines talking to each other

without any losses in performance. This is assuming interconnections where each machine is



connected to one other machine in the network and not a contending situation with several
machines trying to talk to a certain one machine.

Apart from the on-board ethernet, the machine Gollach-1 is also fitted with an extra
ethernet interface for outside communication. Thus our cluster is accessible and can access

the outside network.

1.4 Purpose of Cluster

The aim of this cluster is to use the combined storage and computational power of the nodes
included in order to give a noticeable increase in computing speed and a better storage
facility.

The main purpose of this cluster is that a variety of people use it at the same time.
Due to the many available node machines, we would like to get a speed advantage with the
combined processing power.

The cluster will be a general computational resource for conventional Unix applications.
At the same time it should be possible to use it as a parallel computational resource for
the benefit of users who have large computational problems. The cluster will also give an
opportunity to provide large storage facilities to the users who may require it.

Therefore the main purpose of the cluster is to be able to provide a much bigger computer

for general use.

1.5 Aim of the Project

The aim of this project is to present the concept of using a cluster of computers to be used
and viewed as one computer in all its aspects. This includes access, processor and storage.
Added to this the project aims to show that this can be done in a way which actually

simplifies the setup rather than complicate it.



This project also aims to investigate the various technologies surrounding clustering hard-

ware and software which may be of use in varied circumstances to those in this project.

1.6 Project Scope

This project looks at the hardware, software and issues surrounding the creation of a general
purpose Cluster Based Virtual Server. The main purpose of this cluster is to enable the
running of everyday Unix type applications that are used by a research group.

This will look into issues surrounding the creation and administration of cluster com-
puter servers. We will try and find out about other implementations and research on other
technologies that are available. This project will show how one such a system is put together
and find out the problems which are faced in this field of computation. It will discuss other
methods of dealing with these issues and also touch upon some future possibilities for one
such a system.

The project will not delve into how a powerful commercial server is built out of specialised
components. Instead, this project will concentrate on off the shelf hardware that is not
startling in terms of performance and will show that in a cluster combination, a powerful

system can be built.

1.7 Organisation of this Document
The organisation of the rest of this document is outlined as the following :

e The next chapter, i.e. Chapter 2 is the Problem Statement. This outlines the problem

that we are trying to solve with this project.

e Chapter 3 is the Literature Review and Theory. In this chapter there is the background

on related systems and discussion on the insides of the components used in this project.



e Chapter 4 with the title Implementation describes the building of the project in detail

e Chapter 5 is the Tests and Results chapter. It discusses the types of tests conducted

after building up the project.

e Finally there is Conclusions as Chapter 6.

1.8 Text Conventions

In this document, file names, command entries and file listings are written in typewriter

mono-space style. For example :

an example of typewriter monospace style

Console commands are written with a prompt. The prompt in this case is a hash ( #
) symbol. The hash is not to be confused with a comment line in script file listings. An

example is :

# cp filel file2

File listings generally carry an incomplete frame to mimic a screen. In the case of a
listing starting from the beginning of the file, then the frame is incomplete on the bottom

only. This is shown below :

default =0
timeout = 10
#image O

title Mosix 1.6.0 ( 2.4.18 )
root (sd0,0)
kernel /vmlinuz-2.4.18 root=/dev/md0 \
md=0,/dev/sda3,/dev/sdb3 ro




In the case that the listing begins in the middle of the file, then the frame is open on the

top and on the bottom. The following is an example :

host gl {

hardware ethernet 00:a0:¢c9:ec:04:90;
fixed-address 192.168.0.1;

option root-path "/";

}




Chapter 2

Problem statement

2.1 Administrative Problem

Cluster computers are composed of several machines making up the nodes. These nodes
can become quite a task to manage, especially if they are composed of large numbers of
machines. This would especially be true for clusters with 25 or more nodes [44]. With such
large numbers of machines, an administrator would find that they have to continuously run

around the machines ironing out problems that constantly sprout unexpectedly.

2.2 User Related Issues

Users on such a cluster would require a means of accessing the power of the cluster. This
means that the users have to have a means of using all the machines in the cluster. User

access in this case refers to either:

e a per-user access to the entire cluster’s power or,

e a group-wise access to the cluster’s services.

Either way, there has to be a simple user view of the cluster. A poor means of providing

such user access would be to give each user a list of IP numbers for all the nodes in the



cluster. If a user feels dissatisfied with their service, they could try their luck on another
server.

The above illustration is a poor means of providing clustering technology, especially with
a large collection of machines. It is clear that in a server farm it could prove to be a greater

inconvenience than it is worth.

2.3 Conceptual Issues

The Gollach is a collection of independent computers. These computers are linked by a
communications network. Ideally many hands make light work thus there is more power
available from more machines. A lot of computing problems exist where the job can be split.
Also with Linux being multitasking, the kernel deals with many processes at “once”. Thus
there is opportunity for distribution on a process level. On the other hand we expect many
users to use the cluster at once, thus we reach yet another level of distribution, the user
level.

Our cluster has to be able to deal with these varying levels of distribution, so as to
best reduce the load per node and increase processing power. On the other hand having the
individual nodes in the cluster being independent entities presents problems with installation,
administration and repair on the management level. It also has problems with usability on

the user level.

2.4 Overall Problem

Thus the challenge is to try and get the best of both worlds. This means have the processing
power of a cluster computer together with the administration of a single computer. At the
same time requiring little or no special cluster oriented knowledge from the users who need

to use the cluster.

10



Chapter 3

Literature Review and Theory

This chapter details the components that were useful in this project. It also outlines some

of the alternatives technologies useful in building up a similar project.

3.1 Linux Operating System

The Linux operating system is central to our operation. Linux is a free software operating
system that took the world by storm in the last decade [33][34]. Apart from the cost, Linux
is fully featured in every way. Due to its Unix roots, it is very well suited to network server
uses. Thanks to its open source nature, it allows for easy modification of system properties

due to the availability of information and source code.

3.1.1 The Kernel

The most useful component of the Linux operating system is the Linux Kernel [29][30]. This
is the heart of the entire system. It carries the whole core of operations, the drivers and the
behaviour. The Kernel can be modified by a reconfiguration process. This will enable the
use of other features available in the kernel, or disable unrequired services. The purpose of

this can be to change the processor type, the ethernet cards, the file system, or virtually any

11
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Telephony Support Character devices Store Configuration to File

Figure 3.1: Typical Kernel Configuration Screen

other system feature. Apart from mere reconfiguration, the kernel can also be patched to
add in non-standard features or to install bug fixes.

After patching and re-configuring, the kernel is recompiled. When this is done then the
machine can be restarted with the new kernel. Once restarted then the newly compiled in

features can then be used.

3.1.2 Kernel Drivers

Linux drivers are commonly used as part of the kernel. In order to do this they are either

statically compiled in, otherwise they are dynamically loaded as modules.

Static Compilation

The kernel allows for static compilation of drivers. This is where the drivers are compiled
into the kernel and thus will be initialised whenever the kernel begins to run. Even if they
are not necessary, they will occupy system memory anyway. If several drivers are compiled
in, (e.g. several different ethernet card drivers), but only one is used, then there will be a
lot of unnecessary drivers loaded. Thus for a thinner kernel requirements, this is not always

ideal.
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Dynamic Loading

The other method for loading in drivers is dynamic compilation. This is where the drivers
are compiled as kernel modules. Thus allowing their insertion and removal at will. All that is
compiled-in is a group of kernel symbols that will attach to the kernel module during dynamic
operation. This method allows for a very simple kernel and minimises the re-compilations

that are necessary if system requirements change often.

3.1.3 Kernel Boot-up Parameters

The Linux kernel also allows for command line parameters during boot-up. These param-
eters allow for options to some of the drivers which cannot determine certain information
during machine start-up. This can be information like IP (Internet Protocol) numbers of the

machine, root directory location and whether the file system is read/write enabled etc.

3.1.4 Linux File System Structure

The Linux file system structure is defined in layers of abstraction. Instead of having the
file system operations talking directly to the storage devices, it is instead separated by a
software layer known as the VFS layer[32][30]. This allows the definition of a uniform file
system structure for use by the kernel. File systems like EXT2 (Second Extended File
System) connect through this abstract layer. Since it has a preset design, then it makes file
system definition easier and only requires one driver to implement a file system type. The
VFS system is then connected to the actual drivers for the low level storage systems. Thus
specific work for a certain device only needs to be done on the specific driver since the VFS
system has a uniform interface for access to the kernel.

The Figure 3.2[32] illustrates how the EXT?2 file system is laid out.
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Figure 3.2: EXT2 File-system Structure

The Virtual File System Principle

According to Remy Card et. al [32], when a process issues a file oriented system call, the
kernel calls a function contained in the VFS. This function handles the structure independent
manipulations, then redirects the call to a function contained in the physical file-system code,
which is responsible for handling the structure dependent operations. File-system code uses
the buffer cache functions to request I/O on devices. This scheme is illustrated in the Figure

3.3

The VFS Structure

VFS defines a set of functions that every file-system has to implement [32]. This interface is
made up of a set of operations associated to three kinds of objects, i.e. file-systems, inodes,
and open files.

The VFS knows about file-system types supported in the kernel. It uses a table defined
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during the kernel configuration. FEach entry in this table describes a file-system type, it
contains the name of the file-system type and a pointer to a function that is called during
the mount operation. When a file-system is to be mounted, the appropriate mount function
is called. This function is responsible for reading the super-block from the disk, initializing
its internal variables, and returning a mounted file-system descriptor to the VFS. After the
file-system is mounted, the VFS functions can use this descriptor to access the physical
file-system routines.

A mounted file-system descriptor contains several kinds of data. This includes informa-
tion that is common to every file-system type, pointers to functions provided by the physical
file-system kernel code, and private data maintained by the physical file-system code. The
function pointers contained in the file-system descriptors allow the VFS to access the file-
system’s internal routines.

Two other types of descriptors used by the VFS are : an inode descriptor and an open
file descriptor. Each descriptor contains information that is related to the files in use and
a set of operations provided by the physical file-system code. While the inode descriptor
contains pointers to functions that can be used to act on any file (e.g. create, unlink), the file

descriptors contain pointers to functions which can only act on open files (e.g. read, write).

3.2 Diskless Booting

Diskless booting is useful for computing clusters where the operating system is shared. This
method of operation simplifies the administration and installation of multiple computers.
There are several ways of achieving diskless booting over networks. Some of the ones outlined
here are PXEs, Etherboot and GRUB .

Diskless booting can be useful in various situations [25]:

e An X-terminal.

e Clusters of compute servers.
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routers.

Various kinds of remote servers, e.g. a tape drive server that can be accessed with the

RMT (Remote MagTape) protocol.

Machines doing tasks in environments unfriendly to disks.

A user platform where remote partitions are mounted over the network and a lower

speed compared to disk is acceptable.

e Maintaining software for a cluster of equally configured workstations centrally.

3.2.1 PXE

PXE is a protocol that was designed by Intel. According to Antoine Ginies[37], its major
purpose is to allow computers to boot over a network. PXE is mostly supported by new
generation network cards.

The PXE is stored in the ROM (Read Only Memory) of the network card. When the
computer starts up, the BIOS (Basic Input Output System) loads the PXE ROM into main
memory and executes it.

The PXE system will display a menu of options. A user can then select a desired operating
system image to load over the network. Once a selection is made, an image is loaded up and

thus the system boots up over the network.

3.2.2 Etherboot

Etherboot [25] is a software package that is useful for creating ROM images that enable
diskless booting of computers. It downloads code over an ethernet network to be executed
on an Intel x86 (Intel 80x86) computer. Etherboot makes use of the boot-ROM socket that
is found on most ethernet cards. The code produced by Etherboot is written to a boot-ROM

and then the ROM chip is slotted into a socket to enable network booting.
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Among some of the advantages of using Etherboot are convenience and simplification of
cluster architecture. Etherboot also has an advantage of booting computers faster than from
a disk because there are no spin-up delays as those found with disks. A simple calculation
will show that even with a 10 Mb/s ethernet, sending a 500 KB (Kilobyte) kernel will only
take a couple of seconds typically. With 100 Mb/s ethernet it gets even better.

Etherboot is ideal for centralised administration since it loads up an operating system
from a remote machine. In a cluster situation, this means that all the nodes can obtain
their OS (Operating System) from a single server. The drawback is that this also centralises
failure. The incidence of centralised failure can be countered somewhat by the use of a
redundant server.

Etherboot can work with RAM-disks, NF'S file-systems, or even local disks, if desired. It’s
a component technology and can be combined with other technologies to texture a desired
model of operation.

Etherboot is usually used to load Linux, FreeBSD or DOS (Disk Operating System).
However the Etherboot protocol and the boot file formats are general, so there is no reason
why it could not be used to load arbitrary images to a workstation, including other OSes.

The components needed by Etherboot are:

e A bootstrap loader, usually in an EPROM (Erasable Programmable ROM) on a net-
work card or a flash BIOS. Alternatively a boot-loader can be run from a floppy disk

for test purposes.

e A DHCP or Bootp server, for returning an IP address in exchange of a MAC (Media

Access Control) (on ethernet card) address.

e A TFTP (Trivial File Transfer Protocol) server, for sending the kernel images and
other files required in the boot process. Alternatively, Etherboot can boot from an

NFS mount.

e A Linux or FreeBSD kernel.
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e Optionally, a NFS server, for providing the disk partitions that will be mounted if

Linux or FreeBSD is being booted.

e Optionally, a RAM (Random Access Memory) disk contained in the loaded image.
This can be the initial RAM disk if desired.

e Software tools for building the download image, and tools for debugging.

3.2.3 DHCP

DHCP provides configuration parameters to network nodes [26]. DHCP consists of two

components:

1. a protocol for delivering host-specific configuration parameters from a DHCP server to

a host and

2. a mechanism for allocation of network addresses to hosts.

DHCP is built on a client-server model. The DHCP server allocates network addresses
and delivers configuration parameters to dynamically configurable hosts.

Throughout the remainder of this section, the term “server” refers to a host providing
initialization parameters through DHCP, and the term “client” refers to a host requesting
initialization parameters from a DHCP server.

DHCP supports three mechanisms for IP address allocation. These are shown in Table

3.1

Protocol

The format of DHCP messages is based on the format of Bootp messages [26]. This allows
inter-operability of existing Bootp clients with DHCP servers. Using Bootp relay agents

eliminates the necessity of having a DHCP server on each physical network segment.
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Table 3.1: DHCP mechanisms

Mechanism What it Does
Automatic allocation | DHCP assigns a permanent IP address to a client.

Dynamic allocation | DHCP assigns an IP address to a client for a
limited period of time (or until the client explicitly
relinquishes the address).

Manual allocation A client’s IP address is assigned by

the network administrator, and DHCP is used
simply to convey the assigned address to the
client.

Thus DHCP provides centralized configuration and maintenance of IP addresses. It en-
ables the configuration of clients from a single location. DHCP permits IP address “leases”
to be dynamically assigned to workstations, eliminating the need for static IP address al-
location. Servers implementing DHCP server functionality maintain pools of available IP

addresses.

3.2.4 GRUB

From Yoshinori K. Okuji [28], a boot loader is the first software program that runs when a
computer starts. It is responsible for loading and transferring control to operating system
kernel software (such as Linux or GNU -Mach). The kernel, in turn, initializes the rest of the
operating system (e.g. a GNU Hurd system). GNU GRUB is a very powerful boot loader,
which can load a wide variety of operating systems.

One of the important features in GRUB is flexibility; GRUB understands file-systems
and kernel executable formats, so an arbitrary operating system can be loaded as desired,
without recording the physical position of your kernel on the disk.

Thus you can load the kernel just by specifying its file name and the drive (and the
partition) where the kernel resides. To let GRUB know the drive and the file name, either

they can be typed in manually via the command-line interface, or by use of the menu
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interface, through which an OS boot can be selected. To allow customization of the menu,

GRUB will load a pre-existing configuration file.

GRUB Features

According to Erich Boleyn[27], some important goals, listed in approximate order of impor-

tance, are:

e Basic functions must be straightforward for end-users.
e Rich functionality to support kernel experts and designers must be available.

e Backward compatibility for booting FreeBSD, NetBSD, OpenBSD, and Linux. Propri-
etary kernels (such as DOS, Windows NT, and OS/2) are supported via a chain-loading

function.

Except for specific compatibility modes (chain-loading and the Linux piggyback format),
all kernels will be started in much the same state as in the Multiboot Specification. Only
kernels loaded at 1 megabyte or above are presently supported though.

Some of the other important features that GRUB has are:

e A menu interface listing the preset boot commands, with a programmable time-out,
is available. There is no fixed limit on the number of boot entries, and the current

implementation has space for several hundred.

e It has a flexible command-line interface that is accessible from the menu. It is available
to edit any preset commands, or write a new boot command set from scratch. If no

configuration file is present, GRUB drops to the command-line.

e It supports multiple filesystem types transparently, plus a useful explicit blocklist no-
tation. The currently supported file-system types are BSD (Berkeley Software Distri-
bution) FFS (Fast Filing System), DOS FAT16 (16 bit FAT) and FAT32 (32 bit FAT),
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Minix, Linux EXT2, ReiserFS, JFS (Journalling File System), XFS (Extensible File

System), and VSTa (Valencia Simple Tasker) .

e [t supports network booting . GRUB is basically a disk-based boot loader but also
has network support. You can load OS images from a network by using the TFTP

protocol.

3.3 Clustering Technology

3.3.1 SSI

Single System Images are a means of combining resources in a cluster server [23] [24]. Cluster
in this case means a NOW (Network Of Workstations), COW (Cluster of Workstations) or
Beowulf type of combination. The main purpose of this is to reduce cognitive overhead
required by the end users of one such a system. SSI is aimed at several levels of a cluster

server. These are :

1. Hardware,

2. Operating system,

3. Message passing,

4. Language/compiler and

5. Tools

Single system images are supplied at one or more of these levels. Operating systems
can be made to supply a single image on the process level with migration systems like
MOSIX. Hardware can be dealt with using the help of distributed/parallel file systems or
disk exportation tools like NBD. The availability of consistent message passing frameworks

like MPI and PVM help in combining the view the programmer has of the system.
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SSIs have numerous benefits. Some of these are: users are freed from knowing where an
application will run, an operator does not have to know where a resource is located. SSIs

can also greatly simplify management requirements.

3.3.2 MOSIX

From Amnon Barak et. al[16], we get that MOSIX is a software solution that can transform
a cluster of PC’s (workstations and servers) to run almost like an SMP (Symmetric Multi-
Processor). The main advantages are simplicity of use and near optimal resource usage, i.e.,
when you create (one or more) processes in your log-in node MOSIX will distribute (and
redistribute) your processes (transparently) among the nodes, to improve the performance
[17].

According to Moshe Bar[21] the core of MOSIX are adaptive management algorithms
that continuously monitor the activities of the processes versus the available resources, in
order to respond to uneven resource distribution and to take advantage of the best available

resources. The algorithms of MOSIX use pre-emptive process migration to provide:

e Automatic work distribution - for parallel processing or to move a process from a slower

to a faster node.
e Load balancing - for even work distribution.

e Memory ushering - migrate processes from a node that will have run out of main

memory, to avoid swapping or thrashing.

e High I/O performance - by migrating an intensive I/O process to a file server (rather

than the traditional way of bringing the data to the process).
e Parallel I/O - by migrating parallel I/O processes from a client node to file servers.

The algorithms of MOSIX are decentralized - each node is both a master for processes

that were created locally, and a server for processes that were assigned to it from other nodes.
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The MOSIX algorithms are geared for maximal performance, overhead-free scalability and

ease-of-use.

Scalability

MOSIX can support configurations with large numbers of computers, with minimal scaling
overheads to impair the performance [16].

For example, the MOPI (MOSIX massive Parallel I/O) [18] package can deliver a high
I/O performance by migrating parallel processes to the respective nodes that hold their
data, e.g. different segments of a file. In addition to maximal throughput via a local cache,
the MOSIX scheme does not saturate the network, thus it can be scaled up indefinitely.

Scalability considerations were taken into account in almost all the algorithms of MOSIX.

MOSIX in Use

Production MOSIX systems around the world range from small clusters built from a few
PC (Personal Computer)s, workstations and servers that are connected by Fast Ethernet,
to high-end clusters, with hundreds of processors (e.g. SMP and non-SMP servers) that are

connected by Gigabit-Ethernet. [15]

3.3.3 Beowulf

From Robert G. Brown[2], the accepted definition of a true Beowulf is that it is a cluster of
computers (“compute nodes”) interconnected with a network with the following character-

istics:
1. The nodes are dedicated to the Beowulf and serve no other purpose.

2. The network on which the nodes reside is dedicated to the beowulf and serve no other

purpose.

3. The nodes are MCOTS (Modified COTS) computers (this essential to the definition).
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4. The network is also a COTS element, although it could also be a network specially

made for Beowulfs.
5. The nodes all run open source software.

6. The resulting cluster is used for HPC (High Performance Computing) (also called

“parallel supercomputing” and other names).

There is one “special” node generally called the “head” or “master” node. This node
often has a monitor and keyboard and has network connections both on the “inside” network
(connecting it to the rest of the “slave” nodes) and on the “outside” to a general purpose
organizational inter-network. This node often acts as a server (e.g. for shared disk space).
The design is shown in Figure 3.4

Generally the nodes are all identical - configured with the same CPU, motherboard,
network, memory, disk(s) and so forth and are neatly racked up or stacked up in shelves
in a single room in a spatially contiguous way. Also, the nodes are all running just one

calculation at a time (or none).
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Classification of a Beowulf

Quoting Phil Merkey|[3]:

In the taxonomy of parallel computers, Beowulf clusters fall somewhere between
MPP (Massively Parallel Processor) ( like the nCube , CM5 (Connection Machine
5), Convex SPP | Cray T3D , Cray T3E, etc.) and NOW. The Beowulf project
benefits from developments in both these classes of architecture. MPPs typi-
cally are larger and generally have a tighter network architecture than a Beowulf
cluster. Software production on a beowulf still deals with issues of locality, load
balance, granularity, and communication overheads in order to obtain the best
performance. Even on shared memory machines, many programmers develop

their programs in a message passing style.

3.3.4 NOW

A NOW is a set of computers that is accessible over a network [4][5]. They differ from a
Beowulf cluster in that the machines in a Beowulf cluster are dedicated to the cluster and
only stand for the Beowulf computations. Whereas in a NOW the usual theme is making use
of unused cycles on wider spread workstations (such as a computing lab). Thus NOWs are
usually harder to measure their performance since it differs with the conditions of testing.

Another difficulty faced with NOWs is the software production, since a NOW usually
contains a complex network architecture and the latency times between the different ma-
chines consisting the NOW are not quite the same, this usually constitutes timing problems
during parallel programs.

Since machines in a NOW are usually visible to the outside world, this also makes them
prone to security issues not dealt with by Beowulfs. The advantage of NOWSs though is that
they do make use of machines which are already around thus they usually present a cheaper

alternative to buying dedicated compute nodes.
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Programs that do not require fine-grain computation and communication can usually be
ported and run effectively on Beowulf clusters. Programming a NOW is usually an attempt to
harvest unused cycles on an already installed base of workstations in a lab or on a campus.
Programming in this environment requires algorithms that are extremely tolerant of load
balancing problems and large communication latency. Any program that runs on a NOW

will run at least as well on a cluster.

3.4 LVS

According to Wensong Zhang|[6][7], a virtual server is a scalable and highly available server
built on a cluster of loosely coupled independent servers. The architecture of the cluster is
transparent to clients outside the cluster. Client applications interact with the cluster as if
it were a single high-performance and highly available server. The clients are not affected
by interaction with the cluster and do not need modification.

The real servers may be interconnected by high-speed LAN (Local Area Network) or by
geographically dispersed WAN (Wide Area Network). The front-end of the real servers is a
load balancer, which schedules requests to the different servers and makes parallel services
of the cluster appear as a virtual service on a single IP address. Scalability is achieved by
transparently adding or removing a node in the cluster. High availability is provided by

detecting node or daemon failures and re-configuring the system appropriately.

3.4.1 Virtual Server Architectures

From the LVS-HOWTO [13], LVS is available in three architectures . These are:
1. LVS via NAT (Network Address Translation) (LVS-NAT)
2. LVS via TUN (IP Tunelling) (LVS-TUN)
3. LVS via DR (Direct Routing) (LVS-DR)

27



Virtual Server via NAT

Due to the shortage of IP addresses in IPv4 (IP version 4) [9] and some security reasons, more
and more networks use private IP addresses which cannot be used outside the network (or in
the Internet). The need for network address translation arises when hosts in internal networks
want to access the Internet or to be accessed by the Internet. Network address translation
relies on the fact that the headers for Internet protocols can be adjusted appropriately so
that clients believe they are contacting one IP address, but servers at the different internal
IP addresses believe they are contacted directly by the clients. This feature can be used
to build a virtual server, i.e. parallel services at the different IP addresses can appear as a
virtual service on a single IP address via NAT.

The architecture of virtual server via NAT is illustrated in Figure 3.5. The load balancer
and real servers are interconnected by a switch or a hub. The real servers usually run the
same service and they have the same set of contents. The contents are either replicated
on each server’s local disk, shared on a network file-system, or served by a distributed file
system (such as AFS (Andrew File System) or CODA FS (file system)). The load balancer

dispatches requests to different real servers via NAT.

Virtual Server via IP Tunneling

From LVS-Tunneling HOWTO [10] IP tunneling (IP encapsulation) is a technique to en-
capsulate IP datagram within IP datagrams, which allows datagrams destined for one IP
address to be wrapped and redirected to another IP address. This technique can be used
to implement a virtual server where the load balancer tunnels the request packets to the
different real servers. The real servers process the requests and return the results to clients
directly, and the services can still appear as a virtual service on a single IP address.

In the layout of LVS-TUN shown in Figure 3.6, the real servers can have any real IP
address in any network, they can be geographically distributed, but they must support

IP encapsulation protocol and they must all have one of their tunnel devices configured
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with <Virtual IP Address>, like “ifconfig tunl0 <Virtual IP Address>" in Linux.
When the encapsulated packet arrives, the real server decapsulates it and finds that the
packet is destined for <Virtual IP Address>, so it processes the request and returns the

result directly to the user in the end.

LVS-DR

LVS-DR’s working principle is based on the request dispatching approach [11]. This request
dispatching approach is similar to the one implemented in IBM (International Business Ma-
chines)’s NetDispatcher. The NetDispatcher served HTTP (Hyper-Text Transfer Protocol)
pages for the Atlanta and the Sydney Olympic games and for the chess match between Gary
Kasparov and Deep Blue. The VIP (Virtual IP) address is shared by real servers and the load
balancer. The load balancer has an interface configured with the virtual IP address. This is
used to accept request packets. These packets are directly routed to the chosen servers. All
the real servers have their non-ARP (Address Resolution Protocol) alias interface configured
with the virtual IP address or redirect packets destined for the virtual IP address to a local
socket, so that the real servers can process the packets locally. The load balancer and the
real servers must have one of their interfaces physically linked by an ethernet hub or a switch.
The architecture of virtual server via direct routing is shown in Figure 3.7

LVS-DR setup and testing is the same as LVS-Tun except that all the machines within the
LVS-DR (i.e. the director and real-servers) must be able to communicate using ARP to each
other. This means that they have to be on the same network without any forwarding devices
between them. Thus they use the same piece of transport layer hardware (“wire”), e.g.
RJ-45 (Registered Jack 45), coaxial cable or optical fibre. There can be hub(s) or switch(es)
in this mix. Communication within the LVS is by link-layer, using MAC addresses rather
than IP’s. All machines in the LVS have the VIP, only the VIP on the director replies to
ARP requests, the VIP on the real-servers must be on a non-ARPing device (for example

the loopback device 10:0 or the dummy network device dummy).

30



Client

Replies direct
to user

Internet/Intranet

LVS via Direct Routing

RealServer 1 RealServer 2

Requests

Virtual IP @

[/ m—=\

-

= [

Director
Load Balancer

e}
<

h

sical Network

f

RealServer 3 RealServer 4

Figure 3.7: Architecture of LVS-DR

3.4.2 Advantages and Disadvantages

The following are the advantages and disadvantages of the various types of LVS available as

mentioned in the LVS-HOWTO [13].

Virtual Server via NAT

The advantage of the virtual server via NAT [9] is that real servers can run any operating
system that supports TCP/IP (TCP over IP) protocol, real servers can use private Internet
addresses, and only one outside IP address is needed (for the load balancer).

The disadvantage is that the scalability of the virtual server via NAT is not very good.
The load balancer may be a bottleneck of the whole system when the number of server nodes
increases to around 25 or more. This is also dependent on the throughput of real servers,
because both the request packets and the reply packets need to be rewritten by the load
balancer. Supposing the average length of TCP (Transmission Control Protocol) packets is

536 bytes, then the average delay of rewriting a packet is around 60us (this on the Pentium I
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processor, the use of a faster processor can counter this). If the maximum throughput of the
load balancer with 10 Mb/s ethernet is 8.93 MB/s, then the load balancer can schedule 22

real servers if the average throughput of each real server is 400 KB/s (Kilobyte per second).

Virtual server via IP Tunneling

For many Internet services (such as web services) the incoming packets are short and reply
packets tend to be much larger. In the virtual server via IP tunneling, the load balancer just
schedules requests to the different real servers, and the real servers return replies directly to
the clients [10]. Thus the load balancer can handle a huge amount of requests. It is able to
schedule hundreds of real servers without becoming a bottleneck of the system. Therefore,
using IP tunnelling, there can be more real servers and the maximum throughput of the
virtual server may reach over 1 Gb/s, even if the load balancer just has 100 Mb/s full-duplex
network adapter.

An example of an Internet service that benefits from LVS-TUN is a proxy cache server.
This is because when the real proxy servers receive requests, they can access the Internet
directly to fetch objects and return them directly to the users.

The drawback of virtual server via IP tunneling is that it requires that every real server
must support the IP Tunneling protocol. This places a restriction on the operating system
that can be used. The system has been tested with servers running Linux. It should also be

available on other OSes.

LVS-DR

LVS-DR is similar to LVS-TUN in that there is a direct connection between the real servers
and the client. Thus the expected handling capacity should be the same [11].
The restrictions for LVS-DR are:

e The client must be able to connect to the VIP on the director
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e Real servers and the director must be on the same piece of wire (they must be able to

ARP each other) as packets are sent by link-layer from the director to the real-servers.

e The route from the real-servers to the client cannot go through the director, i.e. the
director cannot be the default gateway for the real-servers. (Note: the client does not
need to connect to the the real-servers for the LVS to function. The real-servers could
be behind a firewall, but the real-servers must be able to send packets to the client).
The return packets, from the real-servers to the client, go directly from the real-servers

to the client and do not go back through the director.

For high throughput, each real-server can have its own router/connection to the client/Internet

and return packets need not go through the router feeding the director.

3.4.3 Scheduling Algorithms

Four scheduling algorithms are available for selecting a server from the cluster [12], these

are:

1. Round-Robin,
2. Weighted Round-Robin,
3. Least-Connection and

4. Weighted Least-Connection.

The first two algorithms do not take into account any load information about the servers.
The last two algorithms count active connection number for each server and estimate their
load based on those connection numbers.

The following are extracts from LVS documentation on the scheduling algorithms avail-

able [12].
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Round-Robin Scheduling

Round-robin scheduling algorithm, in its word meaning, directs the network connections to
the different servers in a round-robin fashion. It treats all real servers as equals regardless

of number of connections or response time.

Weighted Round-Robin Scheduling

The weighted round-robin scheduling takes into account the different capabilities of the
real servers. Each server can be assigned a weight, an integer that indicates its processing
capacity. The default weight is 1. Suppose there are three real servers, A, B and C, with
weights, 4, 3, 2 respectively, then a good scheduling sequence will be ABCABCABA.

In the implementation of the weighted round-robin scheduling, a scheduling sequence will
be generated according to the server weights after the rules of virtual server are modified.
The network connections are directed to the different real servers based on the scheduling
sequence in a round-robin manner.

The weighted round-robin scheduling algorithm does not need to count the network
connections for each real server, therefore the overhead of scheduling is smaller than that for
dynamic scheduling algorithms. This means that it can have more real servers.

However, a system using this algorithm may suffer from dynamic load imbalance among

the real servers. This is especially true if the request load varies highly.

Least-Connection Scheduling

The least-connection scheduling algorithm directs network connections to the server with
the lowest number of active connections. This is one of the dynamic scheduling algorithms,
because it needs to count the active connections for each server dynamically. At a virtual
server where there is a collection of servers with similar performance, the least-connection
scheduling is good for smoothing distribution when the load of requests varies a lot. This is

because all long requests will not have a chance to be directed to a server.
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It may appear as if the least-connection scheduling can also perform well even when
there are servers of various processing capacities. Unfortunately, it cannot perform very well
because of the TCP’s TIME_WAIT state. The TCP’s TIME_WAIT is usually 2 minutes,
between this 2 minutes a busy web site may get thousands of connections. For example,
suppose there is a server A that is twice as powerful as another server B. The server A
has processed thousands of requests and kept them in the TCP’s TIME_WAIT state, but
the server B is lagging to get its thousands of connections finished. So, the least-connection

scheduling cannot get load well balanced among servers with varying processing capacities.

Weighted Least-Connection Scheduling

The weighted least-connection scheduling is a super-set of the least-connection scheduling.
With this system a performance weight can be attached to each real server. The servers with
a higher weight value will then receive a larger percentage of active connections at any one
time. The virtual server administrator can assign a weight to each real server, and network
connections are scheduled to the server where the percentage of the current number of active
connections for each server is in ratio to its weight. The default weight is one.

The weighted least-connections scheduling works as follows:

Supposing there is n real servers, each server ¢ has weight W;(i = 1,..,n), and active
connections C;(i = 1,..,n), ALL_.CONNECTIONS is the sum of C;( = 1,..,n), the

network connection will be directed to the server j, in which
(C;j/ALL_CONNECTIONS)/W; = min { (C;/ALL_CONNECTIONS)/W; } (i = 1,..,n)

Since the ALL_CONNECTIONS is a constant in this lookup, there is no need to divide
C; by ALL_CONNECTIONS, it can be optimized as

Cj/Wj = min { C,L/VVZ } (Z = 1,..,71)

The weighted least-connection scheduling algorithm requires additional division than

the least-connection. In a hope to minimize the overhead of scheduling when servers have
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the same processing capacity, both the least-connection scheduling and the weighted least-

connection scheduling algorithms are implemented.

3.5 SSH

SSH (Secure SHell) is a secure remote terminal program that is made by SSH Security
Communications Corp. It allows for the remote access of computers over TCP /IP networks.

According to the makers [52], the main security requirements which SSH observes are :

e Confidentiality - The transmitted data must not be readable by unauthorized parties

on the network. Confidentiality is achieved through encryption.

e Integrity - Unauthorized parties must not be able to modify the data without detection.
Integrity is achieved by using check-sum values, which reveal tampering attempts at

the receiving end.

e Authentication - Both parties of the communication must be able to identify each other

reliably, so that no one can masquerade as the other party.

The SSH protocol supports the strongest encryption methods available to date. These
algorithms are: 3DES (Triple DES), CAST-128 (CAST 128 bit Encryption), Twofish, AES
(Advanced Encryption Standard) and DES (Digital Encryption Standard).

SSH also supports tunnels. These are a very powerful feature in providing secure connec-
tions since insecure applications can be accessed securely. Tunnels can be used on virtually

any TCP/IP based service such as e-mail, X (X-window) applications or terminals.

3.6 IP Masquerading

IP Masquerading refers to the use of a single IP address on several machines [14]. With

this, several machines can access the Internet using one real IP address.This idea is useful in
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providing an Internet gateway to machines on an internal network, where real IP addresses
are not available for the machines behind such a gateway. IP masquerading is especially
useful as a fire-walling method since it usually incorporate packet filtering. Thus packets are
analysed during input and output for content. All packets which do not comply with the
fire-walling rules will be discarded.

IP Masquerading generally makes use of NAT. Network address translation means that
the IP section of a packet is rewritten during input and output as to change the machine it
is coming from. Thus if an address like 192.168.0.1 goes through a gateway with address
156.132.128.3 then it gets the gateway address on its outgoing packets. On return the
reply packets are rewritten back to 192.168.0.1 so that they can reach their rightful owner.

On Linux systems IP masquerading has been implemented with IPTables and IPChains.
[PTables is the newer of the two packages and thus IPChains is now somewhat obsolete.
[PTables allows the creation of fire-walling rules for use with such gateways. These rules
allow the implementation of packet transfer between input and output network interfaces.
It allows the use of a single interface between several networks so that such an interface can
act as a gateway between the networks.

[PTables allows several fire-walling rules to be put together to customize the behaviour

of a given network fire-wall.

3.7 Distributed File Systems

Peter J. Braam [50] tells us that a DFS stores files on one or more computers called servers,
and makes them accessible to other computers called clients, where they appear as normal

files. There are several advantages to using file servers:

e The files are more widely available since many computers can access the servers,

e Sharing the files from a single location is easier than distributing copies of files to

individual clients.
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e Backup and safety of the information are easier to arrange since only the servers need

to be backed up.

e The servers can provide large storage space, which might be costly or impractical to

supply to every client.

A DFS becomes more useful in the case of a group of people sharing a document [50]. At
the same time it is also possible to share applications software. In both cases administration
is more centralised and thus is simplified.

The design of a good DFS has to deal with many issues. Some of these are problems
of efficiency. Since the transportation of large amounts of data over a network can easily
produce sluggish performance and high latency. Servers could easily become network bottle-
necks and overloads may occur. A second important consideration is security. In this case
unauthorised clients can gain access to data and perhaps even corrupt it. Other issues to

deal with are those of reliability and resilience of the file system during network failures.

3.7.1 CODA

The CODA distributed file system is a state of the art experimental file system developed
in the group of M. Satyanarayanan at Carnegie Mellon University [50]. The CODA project
incorporates many features, some of which are not found in other systems. According to the

developers, some of the features available in CODA are shown in the Table 3.2.

Volumes, Servers and Server Replication

Files on CODA servers are not stored in traditional file systems [50]. Partitions on the CODA
server workstations can be made available to the file server. These partitions will contain
files which are grouped into volumes. Each volume has a directory structure similar to that

of a file system, i.e. a root directory for the volume and a tree below it. A volume is much
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Table 3.2: CODA Features

Mobile Computing

Failure Resilience

Performance and scalability

Security

Others

Disconnected operation for mobile clients

Re-integration of data from disconnected
clients

Bandwidth adaptation
Read/write replication servers
Resolution of server/server conflicts

Handling of network failures which
partition the servers

Handles disconnection of clients

Client side persistent caching of files,

Directories and attributes for
high performance write back caching

Kerberos like authentication
ACL (Access Control Lists)’s
Well defined semantics of sharing

Freely available source code
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smaller than a partition, but is much larger than a single directory and is a logical unit for
files. An example of a CODA volume could be a user’s home directory. A single server would
normally hold some hundreds of volumes, perhaps with an average size approximately 10
MB (Megabyte). A volume is a manageable amount of file data according to the perspective
of the administrator.

CODA holds volume and directory information, ACLs and file attribute information in
raw partitions. These are accessed through a log based RVM (Recoverable Virtual Memory)
package for speed and consistency. Only file data resides in the files in server partitions.
RVM has built in support for transactions - this means that in case of a server crash the
system can be restored to a consistent state without much effort. Coda has read/write
replication servers, i.e a group of servers can hand out file data to clients, and generally
updates are made to all servers in this group. The advantage of this is higher availability of
data: if one server fails others take over without a client noticing the failure. Volumes can
be stored on a group of servers called the VSG (Volume Storage Group). The VSG is a list

of servers which hold a copy of the replicated volume.

3.7.2 MFS

MFS [19] is a distributed file system that comes with the MOSIX [16][17][20] package. Since
MOSIX gives a transparent means of migrating processes, it can balance out load and give
an even distribution of load in a cluster. This is well and true for CPU bound processes.
Unfortunately for I/O bound processes, this would mean accessing the I/O on the home node
on which the process is created and transferring this data to a remote node where the process
has migrated to. On a system already using a remote file system (networked), this also means
that I/O will almost always be remote. This has negative performance implications for the
network and the computation itself.

MFS provides a feature called DFSA (Direct File System Access). This feature essentially

means that MOSIX can take into account the I/O requirements when making calculations
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of where to move a process to. Thus it can move processes to the machine on which the data

resides. Essentially, this is moving a process to the data.

Accessing MFS

The MFS subsystem provides a directory tree accessible under the mount point /mfs. All the
machines in the MOSIX cluster that are configured to make use of MF'S should have identical
directory structures for the files and directories which are used by migrating processes. Under
/mfs, a particular node’s directory tree is accessible under a directory named by its MOSIX
identity. As an example of this structure, the first machine in the cluster will have MOSIX
identity 1, thus its tree will be found under the /mfs/1/ directory. Figure 3.8 will give a

better illustration on this structure.

3.7.3 NFS

The NFS allows files and directories to be shared across a network [39][51]. Originally, it was

developed by Sun Microsystems, but is now supported by virtually all operating systems.
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Through NFS, clients are able to access files located on remote servers as if they are stored
locally. In an ideal NFS environment, the user neither knows or cares where the files are
actually stored.

Craig Hunt [51] mentions NFS as having the following several benefits:

e It reduces local disk storage requirements because a network can store a single copy
of a directory, while the directory continues to be fully accessible to everyone over the

network.
e NFS simplifies central support tasks, since files can be updated centrally.

e NFS allows users to use familiar Unix commands to manipulate remote files instead
of learning new commands. There is no need to use ftp or rcp to copy a file between

hosts on a network; cp works just fine.

There are two sides to NFS, i.e. a client side and a server side. The client side is the
system that uses the remote directories as if they were part of the local file system. The
server is the system that makes the directories available for use. Attaching a remote directory
to the local file system (a client function) is called mounting a directory. Offering a directory

for remote access (a server function) is called sharing a directory (or exporting).

3.7.4 ClusterNFS

ClusterNFS is a set of patches for the UNFSD (Universal NFS Daemon) server [43][44]. Its
main purpose is to allow multiple diskless clients to NF'S mount the same root filesystem by
providing “interpreted” file names.

When a client requests the file:

/path/filename

the ClusterNF'S server checks for the existence of files of the form:
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/path/filename$$KEY=value$$

If such a file exists and the clients has a matching value for KEY, this file is returned.
If the client does not have the matching value or no such file exists, the file request proceeds
as normal. Currently supported keys include, HOST (hostname), IP (IP number), UID
(user id), GID (group id), and CLIENT (matches any NFS client).

By naming all machine-specific files filename$$IP=aaa.bbb.ccc.ddd and naming files
which are the same for all clients filename$$CLIENT$S, the server and all clients can share
the same root partition. This makes it easy to set up and maintain a pool of diskless

machines.

How it Works

The property of ClusterNFS which allows it to do this is name translation. Once the daemon
is started with the ——translate-names or -T option, then it will translate all tagged files.
A tag is an additional string that is appended to a file or directory name that gives a certain
special meaning to the NFS daemon. In the introduction above a tag is the statement

$$KEY=value$$. Valid tags are shown in Table 3.3 [43].
If a matching file is located, but authorization is denied,this is not considered a match,

and the next entry on the list will be attempted.

To access the “base” file or directory, rather than the machine specific version, simply
append $$$$ to the file-name. This also causes two look-up attempts, first using the file-
name without the trailing $$$$, then with the trailing $$$$. The latter occurs in case there
is a file actually named filename$$$$.

The ClusterNFS system supports all file and directory actions (i.e. read, create, link,
softlink, getattrib, setattrib, rename, remove, copy, mkdir, rmdir). mount requests also
support this scheme via a similar option on mountd.

Also available in ClusterNF'S is the ability to control the names of created /renamed /linked

files via the presence of a file with the tag $$CREATE=<tag>$$. This means that when an
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Table 3.3: ClusterNFS Keys

Filename Matches if:
/path/filename$$UID=xxxx$$ Matches if the user ID (identity)

of the user accessing the file is xxxx.
/path/filename$$GID=yyyy$$ Matches if the current

group ID of the user accessing
the file is yyyy.
/path/filename$$HOSTNAME=ssss$$ | Matches if the hostname

of the client making the request is
ssss.
/path/filename$$IP=a.b.c.d$$ Matches if the host IP

number of the client making the
request is a.b.c.d.

/path/filename$$CLIENTSS Always matches on access
through the NFS server.
/path/filename Always matches.

attempt is made to create a file named myfile the NF'S server will check for the presence of a
file named myfile$$CREATE=<tag>$$. If such a file exists, myfile$$tag=value$$ will be cre-
ated. If not, the file creation will proceed as normal. Creating a file named $$CREATE=<tag>

(no base file-name) would control the name of all created files in the directory.

3.7.5 Network Block Device

The NBD (Network Block Device) provides a means of transferring raw hard disk partitions
over a network [36].

Quoting P. T. Breuer [35]:
Basically they define a virtual set of wires to a remote device.

NBDs take advantage of the VFS layer to define a network driver for a virtual hard drive.
Since the devices use the VFS layer, all that NBD defines is a driver for the network. After
the driver is attached to the kernel, it operates like any other fixed disk driver. It defines
a client-server type of connection to its remote counterpart. The machine with the actual

storage device will have a server while the machine which uses the device will be a client.
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Figure 3.9: NBD Layout

The NBD system consists of three main parts. These are: a server, a client and a kernel
device driver. Thus the server connects to the physical device via the VFS layer, while the
driver defines the virtual block devices. Since the NBD driver connects via the VFS layer
it also behaves just as if it were any other storage device. Thus it can be re-exported as
another NBD device.

After a network block device is successfully exported and is made to run on a remote
machine it can be formatted, or combined in a RAID array or in logical volumes via the

LVM (Logical Volume Manager) [36].

The NBD Protocol

According to the Linux kernel documentation in the Linux kernel sources [31], the NBD
system defines a packet format that is shown in Figure 3.10. This allows the definition of all

the necessary hard drive semantics for export over the network.
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Figure 3.10: The NBD Packet Breakdown

3.7.6 Linux Software RAID

RAID is a means of combining hard disk drives so that their storage space can be accessible
as one volume [47][48]. At the same time depending on the configuration, then there can
also be some data redundancy built in so that there can be some increased data redundancy
to go along with the data.

RAID systems are defined in what are termed as levels or personalities. The most widely

used RAID personalities are summarised in Table 3.4
RAID systems are usually defined as hardware devices by means of specialised boxes or

also with the use of special controllers. These offer the advantages of simplified maintenance
and extremely high speeds for data access. In such devices high speeds are gained by the
use of parallelism in certain combinations of the drives.

The Linux software RAID (shall be termed sRAID in this text) system is a realisation
of such systems by use of software [49]. This system allows the use of conventional hardware.
It combines the storage devices in a computer system so that they can give an image of a
single hard disk drive. The sRAID system takes advantage of the VFS layer in defining the
devices. Thus the sRAID (software RAID) system can be layered. With such, then it is

possible to combine sRAID devices in higher level sSRAID devices, and even combine them
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Table 3.4: Summary of Common RAID Levels

Linear

Level 0

Level 1

Level 4

Level 5

This level is not redundant. Data is stored on the
drives in turn as each one gets full. Performance is
only as good as the drive being accessed.

This level is also not redundant. With this, data is
striped across drives, resulting in higher data through-
put. No redundant information is stored thus perfor-
mance is very good, but the failure of any disk in the
array results in data loss.

Level 1 provides redundancy by writing all data to
two or more drives. The performance of a level 1 ar-
ray tends to be faster on reads and slower on writes
compared to a single drive, but if either drive fails, no
data is lost. On the other hand, the cost per megabyte
is high. This level is known as mirroring.

This Level stripes data at a block level across several
drives, with parity stored on one drive. The parity in-
formation allows recovery from the failure of any single
drive. The performance of a level 4 array is very good
for reads, but writes, however, are slow. Because only
one drive in the array stores redundant data, the cost
per megabyte of a level 4 array can be fairly low.

This level is similar to level 4, but distributes parity
among the drives. This can speed small writes in mul-
tiprocessing systems, since the parity disk does not
become a bottleneck. Because parity data must be
skipped on each drive during reads, however, the per-
formance for reads tends to be considerably lower than
a level 4 array. The cost per megabyte is the same as
for level 4.
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Figure 3.11: Simplified Operation of RAID-5

with other storage devices to give a myriad of possibilities.
The sRAID system requires the use of a kernel device driver and therefore requires
reconfiguration of the kernel in order to get it to work. The personalities are then defined

by a file called /etc/raidtab which allows the definition of the required settings.
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Chapter 4

Implementation of the System

This chapter is a discussion on the actual building of the cluster computer. It details the
components used and how they were setup for their purpose.

This chapter is divided into two main parts. The first part is an overview of the com-
ponents making up the cluster. This part is known as Conceptual Overview. This first part
merely states the components used and serves as an introduction to the assembly of the
cluster computer.

The second part is a detailed explanation of the implementation of the components.

4.1 Conceptual Overview

In this cluster we aim to bring together the components making up the cluster in various
levels of unity. The three major concepts requiring unity are user (i.e. single computer
image),process (non-locality of processes) and storage (disk) implementation.

Thus we seek to combine the processing power of the machines and their storage to give
a SSI [23][24]. This means that the user sees one machine and does all their work with this
view. Yet many machines pitch in to lighten the load.

The cluster is split into 4 main sections that can be focussed on. These are :
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. I/O and display
2. Processor
3. Local Storage (hard disk)

4. Mass storage

4.1.1 Hardware Setup

There were a number of hard disk drives that were available for use in this project. Each one
of these disks is an 18 GB (Gigabyte) 7200 rpm (Revolutions Per Minute) SCSI drive (See
Appendix D). Before use there had to be assurance of the functioning of the drives. After
doing some tests, 16 disks were prepared for use in the cluster. These hard drives throw off
quite a bit of heat, thus their fitment came with some changes to the machines. For each
computer in the cluster, two hard drive coolers were added. This means one cooler for each
disk drive. Also added to this setup was a case fan per node machine. At the end of the

day, there are two 18 GB drives in each machine totalling 36 GB per node.

4.1.2 Software Setup

It is all nice putting together hardware and talking about performance data. To make this
all really practical meant using a small collection of utilities together with an appropriate

configuration.

Operating System

The main server had Redhat operating software installed. The version used in this was
RedHat 7.3 [53]. This distribution comes with kernel version 2.4.18 which also happened to

be the current version for use with MOSIX.
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Process Load Balancing

Process distribution is done by the MOSIX multicomputer software. The job of MOSIX is to
make sure that whenever a computer in the cluster is getting heavily loaded it moves some
of the processes off to another machine thus easing the load on that computer and giving a

better balance of load.

Storage Distribution

Storage is combined with the help of NBD, the network block device. NBD exports a storage
device over a network to give a view on a remote client of local storage. Once exported this

device can be formatted or combined into RAID arrays, just like a normal disk.

Shared Operating System

To simplify administration and give a good single view, all the nodes from node 1 to node
7 boot over the network using a combination of GRUB, DHCP, TFTP and ClusterNFS.
DHCP gives the node network configuration which GRUB uses to locate a server carrying
a kernel. The kernel is copied over the network via TFTP. After the kernel is copied and
started up, it uses DHCP yet again to setup its own network parameters and get information

on the location of its network root file system.

Diskless Booting

Grub is the next important step in the system. GRUB is the program code that installs itself
in the master boot record and loads up the operating system. If compiled with the right
options, it will load up the OS over a network instead of using a local hard drive. Thus on
start-up, it detects the network parameters via DHCP . Once it has a TF'TP server location,

GRUB loads in the kernel and the rest is up to the kernel to continue.
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System Access and Display

IO and display is handled by LVS software, so far it is set up using LVS-NAT. LVS-NAT
is the simplest setup of Virtual Server available on Linux. But it also has the greatest
disadvantage and is the most unscalable.

LVS allows a collection of several real servers to appear as one machine in order to
distribute network based services to clients. This is not the same as the type of distribution
offered by MOSIX since MOSIX is targeted to transparent process migration of processor

demanding processes.

SSH

SSH provides the main point of entry to this cluster. SSH provides X tunneling via the SSH

port 22. Therefore once the SSH software is running, displays can be exported to clients.

System Layout

The general layout of machines and the main services in the Gollach cluster is summarised

in Figure 4.1

4.2 Hardware Implementation Details

The only hardware we had to worry about within this cluster was the hard disk drives
that were going to be inside each machine. Ethernet and switch setup were as expected,
straightforward connections.

Each machine in our cluster carried two 7200 rpm hard disks. We intended to get the
most out of our storage devices, thus we had to set them up in the most advantageous way.
Since the SCSI controllers in our machines are rated at 40 MB/s and the disks are specified

to be around 16 MB/s, then a controller should be able to handle two disks easily .
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Figure 4.1: General Layout of the Gollach Cluster

Therefore our disks are connected to the one controller as device ID 0 and device ID

Just merely connecting them is barely enough, so we set up the drives as part of striped
RAID arrays [49]. Therefore each pair of drives is set up as a RAID 0 array within that
node machine. This action is motivated by software RAID (sRAID) documentation which
mentions that there is some level of parallelism to be obtained from such a combination.

These RAID arrays are going to be initialised at system start-up. This is especially true
for the NFS file server. This machine has to bootstrap its system from a RAID array which
carries all the cluster’s software. Therefore it is necessary that the kernel must initialise the
array. Thus the RAID arrays are set as persistent.

The resulting configuration file (/etc/raidtab) for these hard disks is shown below :
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raiddev /dev/mdO

raid-level 0
nr-raid-disks 2
persistent-superblock 1
chunk-size 32

device /dev/sda3
raid-disk 0

device /dev/sdb3
raid-disk 1

4.3 Details of LVS Implementation

To give an overall unified log-in view for the users, required providing a virtual server. The
creation of a virtual server requires the use of a VIP. This VIP is the IP address of the cluster
server. This IP is also the TP of the machine selected as the director. The director has two
network cards, one which communicates with the outside network. The other interface deals
with the internal network of which the other machines in the network are attached.

The real servers are on an internal network and thus are inaccessible from the outside net-
work. This is where LVS-NAT comes into play. Although LVS-NAT has severe limitations,
it is the simplest setup to implement [9]. As mentioned before, the translations required can
become computationally intensive until they overwhelm the director machine. Thus bringing
in diminishing returns. In this cluster though, the number of machines is very small and
thus the above is not an issue. Another consideration to note is that we are not running
network intensive operations like web servers or email servers. Most of the operations are
CPU or I/O intensive and thus they do not require very much of the outside network to be
used continuously.

Thus our virtual server has 8 machines with one acting as a director. The primary service
supplied by the virtual server is SSH. This is all that is necessary for our purposes since SSH

allows the use of a user shell and also tunnels X services via the SSH port 22.
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4.3.1 Kernel Configuration

The virtual server first requires the implementation of a patch on the kernel. After the patch

then the following settings may be selected in the kernel configuration:

Code maturity level options —--->
[*] Prompt for development and/or incomplete code/drivers

Networking options --->
[*] Network packet filtering (replaces ipchains)
[ 1 Network packet filtering debugging

IP: Netfilter Configuration --->
IP: Virtual Server Configuration --->
<M> virtual server support (EXPERIMENTAL)
[*] IP virtual server debugging
(12)  IPVS connection table size (the Nth power of 2)
--- IPVS scheduler
<M> round-robin scheduling
<M> weighted round-robin scheduling
<M> least-connection scheduling scheduling
<M> weighted least-connection scheduling
<M> locality-based least-connection scheduling
<M> locality-based least-connection with replication scheduling
<M> destination hashing scheduling
<M> source hashing scheduling
--- IPVS application helper
<M> FTP protocol helper

4.3.2 Configuration Files

With the kernel configuration in place, we continued to create two script files that would
initialise the LVS. These files are called lvs-director-start and lvs-real-start. The
file lvs-director-start intialises the director machine, while 1vs-real-start is there to
initialise the real servers.

In these files it will be seen that the primary service supplied by our LVS is SSH. The

scheduling algorithm in use is Weighted Least Connections scheduling. All the weights on

95



our servers are the same except for Gollach-1 which has a weight of 2. This decision is
justified by the fact that Gollach-1 is a two processor SMP.

The complete listings of these files are found in Appendix A.

4.4 MOSIX

Although we have distribution on a client level , the granularity is still too high. At the
client level we can end up with a user starting up a multitude of processes and thus bogging
down one machine while the rest of the cluster might be free. To counter this situation we
use MOSIX. MOSIX will then redistribute processes to provide transparent load balancing.
This allows the other machines in the cluster to take care of the excessive load imposed by
a user. Thus giving us load balancing on a process level, which is much finer granularity

compared to LVS.

4.4.1 Kernel Configuration

The installation of MOSIX requires patching of the kernel and selecting the required pa-
rameters for the particular cluster. In our case we have a very simple and straightforward
cluster on a simple network and thus all those options associated with complex networking
topology are left off.

What we did require though was the MFS with DFSA. This is an option that allows
MOSIX to consider the location of data during process redistribution. Our MOSIX kernel

options are shown below:

MOSIX --->

[*] MOSIX process migration support

[ 1 Support clusters with a complex network topology
[ 1 MOSIX Kernel Debugger

[*] MOSIX Kernel Diagnostics

[*] Stricter security on MOSIX ports
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(1) Level of process-identity disclosure (0-3)
[¥*] Create the kernel with a "-mosix" extension
[*] Direct File-System Access

[*] MOSIX File-System

[ 1 Poll/Select exceptions on pipes

4.4.2 Configuration Files

A further step in setting up MOSIX was the creation of the configuration file associated with

the whole cluster. In /etc/mtab we have the following:

1 192.168.0.1 8

This means that 192.168.0.1 is the first machine IP in the cluster and there are &
machines in total with consecutive IP addresses i.e 192.168.0.1 to 192.168.0.8.

An alternative form for this file would have been:

1 192.168.0.1 1
2 192.168.0.2 2
3 192.168.0.2 3
4 192.168.0.2 4
5 192.168.0.2 5
6 192.168.0.2 6
7 192.168.0.2 7
8 192.168.0.2 8

In our case we had a very simple structure for the IP addresses in our cluster thus we
had the opportunity to use the more abridged version above.

Also to go along with /etc/mtab is the file mospe. The only data contained in this file
is a number corresponding to the particular node’s MOSIX reference.

For example the machine 192.168.0.1 has the following contained in the file mospe:
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While the machine 192.168.0.2 has the following:

A similar pattern continues with all the other machines in the cluster. The files mospe
and mtab are found on every node in the cluster. The file mtab is replicated on every node
while mospe is unique to every machine.

MOSIX redistributes all services that slow down a machine when load levels are high, but
there are services which have to remain on the particular machine on which they run. These
are system services like system initialisation, kernel update command and system shutdown.
Thus they have to be marked to prevent their migration and unpredictable system operation.

To mark these processes off we use the command mosrun. Without any options, the
command mosrun executes the process on its home node . Therefore in the files inittab we

mark off the operations. An example is shown below:

#
id:3:initdefault:

# System initialization.
si::sysinit:/bin/mosrun -h /etc/rc.d/rc.sysinit

10:0:wait:/bin/mosrun -h /etc/rc.d/rc 0
11:1:wait:/bin/mosrun -h /etc/rc.d/rc 1
12:2:wait:/bin/mosrun -h /etc/rc.d/rc 2
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This procedure will lock in those necessary server processes.

4.5 Operating System

For the operating system we needed to keep our administration work at the bare minimum.
To achieve this required having a means of maintaining a unified file system image across

the entire cluster. As such there are two main ways to achieve this.

1. Replicate the file system across the cluster

2. Have all the machines in the cluster access a single image

4.5.1 File System Replication

Replicating the file system has problems where certain files are intended to be unique. The
setup that can deal with such intricacies can end up being more complex than what we are
prepared to deal with. For this we would have to consider a replicating file system that is

enabled over networks, e.g Intermezzo or DRBD (Distributed Replicated Block Device).

4.5.2 Root NFS

We took the alternative route of putting a root file system that is accessible via NF'S as our
method [40][42]. This choice is intuitively inviting due to the apparent simplicity behind the
idea. All we need is one machine with a root file system and the rest of the machines access
that file system.

Having a single system ensures 100% data consistency and total uniformity across the
whole cluster. As a further bonus, the system administrator’s work is reduced to only dealing
with only one machine. All setup and configuration is done on that one machine.

This setup also has useful spin-offs for the users. Since the home directories will be

consistent across the cluster, then it will complement the virtual server image very well.
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4.5.3 Conceptual Problem

Unfortunately, having a single file system presents a counter-variable to our cluster multipro-
cessor speed increase. Since all the machines constantly collect their data from one source,
there is bound to be a speed descaling with the number of machines accessing the server
simultaneously.

The suspicion though is that most of the work to be done will not access the disks

continuously thus we would not have to worry about that factor very much.

4.5.4 Kernel

To be able to use this shared operating system in Linux required enabling the NFS root fea-
ture in the kernel configuration. Also necessary for thisis kernel level IP configuration,
since the kernel will have to know its IP address and the IP of the root server in order to
access the file system during the boot-up process. We set the kernel to acquire the IP infor-
mation via Bootp. The choices were ARP, Bootp and DHCP. DHCP should have been the
automatic choice because it is the newest and therefore has the most features, but we were
using Bootp as the IP configuration in GRUB (This is the only option in GRUB). Thus we

selected this to maintain consistency in our setup.

4.5.5 Alternative Attempts

As a first attempt, the root over NFS system was setup with normal NFS which comes
standard with RedHat 7.3. This layout had the client machines setup in a directory called
client-root. This was done for experimental reasons. This was in contrast with the ideal
of having the clients access the true root directory. The kernel image for the clients is
transferred via TFTP, thus it is found in the /tftpboot directory.

With this initial setup we were quick to find out that implementing a consistent image for

all machines in the cluster was a task with little hope for resolution. A particular problem
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that arises is how to keep shared files/directories shared while keeping unique files unique.
This is what we will term the share/unique problem in this document.
One method attempted was to have a small start-up image which carries the necessary

start-up files. This approach is similar to that used when booting with an Initial Ramdisk.

Separating Files/Directories

If this setup is approached without dealing with the share/unique problem, each machine
ends up with a separate root directory. Thus all we end up with is multiple file systems on
a single disk.

With the above method we can adapt it to try and deal with the share/unique problem
by doing a switch-over after boot-up. In this case the real directories are mounted over the

temporary initial ones after start-up, but before the full initialisation is complete.

Using Links

The above approach works to a certain extent, except that on a file level it becomes especially
complex. Some attempts use soft/hard links to keep common files common. Unfortunately
for a directory like /etc there are many more shared files than unique files. Thus we end up
doing a lot of linking and such becomes difficult to keep track of.

On the NFS host server, we set up /etc/exports to allow the machines in the cluster to

access their root directories and also to access the shared directories. This is shown below:

/client _root 192.168.
/client_root 192.168.
/client_root 192.168.
/client _root 192.168.
/client_root 192.168.
/client _root 192.168.
/client _root 192.168.

.2(rw,no_root_squash)
.3(rw,no_root_squash)
.4(rw,no_root_squash)
.5(rw,no_root_squash)
.6(rw,no_root_squash)
.7(rw,no_root_squash)
.8(rw,no_root_squash)

O O O O O OO
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4.5.6 ClusterNFS

A working and lasting solution to our woes for a consistent single file-system image across
the whole cluster were solved with the help of ClusterNF'S. ClusterNF'S is an extension to
the UFS daemon which is specially suited for clustering situations. The feature which makes
it so suitable is name-translation. This feature solves the share/unique problem mentioned
in previous attempts to create a shared root file-system.

When files which are unique are tagged then they are visible only to the machine associ-
ated with the tag.

For our setup we then had to figure out which files were unique for the machines in our
cluster. These are the files that we tag. The rest are exported as they are and thus remain
shared.

To get ClusterNFS package working involved acquiring the package as an RPM (Redhat
Package Manager) and installing it as a usual package. By default the name translation is
not enabled when the daemon starts up during the boot-up process. To get this feature up

and running needs editing of the file /etc/rc.d/init.d/nfs. The lines with

echo
fi
echo -n $’’Starting NFS mountd: ¢

daemon rpc.mountd $RPCMOUNTDOPTS

echo
echo -n $’’Starting NFS daemon:

daemon rpc.nfsd $RPCNFSDCOUNT

echo
touch /var/lock/subsys/nfs

are modified to the following :
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Jetc —

fstab
fstab$$SCLIENTSS

mospe
mospe$$CREATE=IP$$
mospe$$IP=192.168.0.1$$
mospe$$IP=192.168.0.2$% ...

mtab
mtab$$CREATE=IP$$
mtab$$1P=192.168.0.1$$
mtab$$IP=192.168.0.2$$ ...

Figure 4.2: Files Modified in /etc

echo
£fi
echo -n $’’Starting NFS mountd: ¢

daemon rpc.mountd --translate-names $RPCMOUNTDOPTS

h
:zh: -n $’’Starting NFS daemon: ¢
daemon rpc.nfsd --translate-names $RPCNFSDCOUNT
acho
touch /var/lock/subsys/nfs

Then from there tagged files will be translated by the system.

With this system all set up, we proceeded to tag the files which were intended to be
unique. At the highest level we have the directories. The unique ones are : /dev, /var,
/tmp and /proc.

Thus we make a copy that is unique for every machine. Next to be discussed is the /etc
directory. This directory has files that determine the behaviour of the particular machines
in the cluster. Thus we can proceed to mark off the files which are unique. These are shown
in Figure 4.2.

Also in /etc/sysconfig directory there was some work to be done with the networking
options. Since each machine has unique network settings, we therefore have to separate out

the directories and files concerned with networking.
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Jetc —

fstab
fstab$$SCLIENTSS

mospe
mospe$$CREATE=IP$$
mospe$$IP=192.168.0.1$$
mospe$$IP=192.168.0.2$% ...

mtab
mtab$$CREATE=IP$$
mtab$$1P=192.168.0.1$$
mtab$$IP=192.168.0.2$$ ...

Figure 4.3: Files Modified in /etc/sysconfig

Once all the associated files have been marked and done, then the setup is basically
complete. All of this work is done on the root file server. The last item is to allow access
by the machines in the cluster to the root directory. All this requires is a few lines in

/etc/exports like

/ 192.168.0.1(rw, no_root_squash)
/ 192.168.0.2(rw, no_root_squash)
/ 192.168.0.3(rw, no_root_squash)
/ 192.168.0.4(rw, no_root_squash)
/ 192.168.0.5(rw, no_root_squash)
/ 192.168.0.6(rw, no_root_squash)
/ 192.168.0.7(rw, no_root_squash)

If all other things are setup then the machines should be able to boot as if they were
quite diskful.

A change was also made to /etc/fstab, which on the server reads
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/dev/md0  / ext3 defaults 11
none /dev/pts devpts gid=5,mode=620 00
none /proc proc defaults 00
none /dev/shm tmpfs defaults 0 0
/dev/sda2 swap swap defaults 00
/dev/sdb2 swap swap defaults 00
/dev/£d0 /mnt/£loppy auto noauto,owner, kudzu 00
none /mfs mfs dfsa=1 00

And on the clients is

192.168.0.8:/ / ext3 defaults 11
none /dev/pts devpts gid=5,mode=620 00
none /proc proc defaults 00
none /dev/shm tmpfs defaults 00
/dev/sda2 swap swap defaults 00
/dev/sdb2 swap swap defaults 0 0
/dev/£d0 /mnt/£1loppy auto noauto,owner,kudzu 0 0
none /mfs mfs dfsa=1 00

In the above the significant lines are written in larger print. The top line tells the OS
that the root is a RAID device. The top line in the second case above is to let the client
know that the root file-system is on the NF'S server 192.168.0.8.

ClusterNFS is completely transparent during operation and thus the view on the user
machines should be that of a regular file system. Our final solution to the share/unique
problem is shown in Figure 4.4.

A lot of files have been left out of the figure for the sake of brevity.

With the help of ClusterNFS, we are able to separate out the parts which are not shared
on the master disk. Thus with this system, we only have “one computer” to administer. If
anything has to happen, it happens on that one machine. Any changes which need to be
made are made on that one computer. Fortunately, since the computers share a file-system,

the converse is also true and any changes made on other nodes is system-wide.
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etc
dev fstab
mospe
proc
—— mtab
—— tmp fi

var — Sysconlig —
network
networking

network-scripts

Figure 4.4: The Share/Unique Solution

The machine with the file-system has a lot of tags and thus ends up looking rather a
mess. Thus thanks to NFS we can use a “clean” machine for most of the administration.

Thus we have a Single System Image and a conventional view for most of the installation.

4.5.7 MFS

In the MOSIX scheme of things, we wanted to take as much advantage of the MF'S as possible.
A prominent feature in MFS is DFSA. This feature makes MOSIX migrate processes to their
I/O home nodes rather than migrate the I/O to the processes.

To take advantage of DFSA, we moved the directories /opt and /home to directory
names /real root/opt and /real_root/home. We then created symbolic links /opt and
/home and pointed these to their real namesakes using the MF'S directory. Therefore /home
is a symbolic link to the directory /mfs/8/real _root/home. There is a similar link for /opt.

Thus our /home and /opt directories are now directly sourced from their home node.

4.6 Diskless Booting

4.6.1 GRUB

GRUB was our system of choice for the boot-up management [28]. Conventional diskless
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booting normally makes use of PXEs which usually includes a boot-ROM installed on the
ethernet card together with a packet driver to get the device talking on the network.

Since our machines do have disks, we discarded the inflexibility of boot-ROMs and opted
to use the installed disks instead.

GRUB as supplied with the RedHat system does not support booting off the network.
To get this to work meant obtaining the source code for GNU-GRUB and compiling it with
--network option.

This together with the packet driver for our interfaces produces a GRUB system that
can talk to the network.

Initially GRUB has to be used off a boot floppy diskette. This is created with the

commands :

# dd if=stagel of=/dev/fd0 bs=512 count=1

# dd if=stage2 of=/dev/fd0 bs=512 seek=1

On boot-up GRUB gives a command prompt. At this prompt we give the following

commands to bring up a node in our virtual server.

grub> bootp

grub> root (nd)

grub> kernel /vmlinuz-2.4.18 root=/dev/nfs ip=bootp rw
grub> boot

This detects the IP settings via the Bootp protocol, lets the system know the root device
is the network, gets the kernel over the network via TF'TP and the last command tells us to
boot up the system. If the DHCP system, the kernel and the root NFS system are all setup
correctly the machine comes up as any ordinary Linux computer.

With our computer up and running we took the opportunity to install the GRUB system

on a local hard disk drive in an effort to automate the boot-up process.
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For the GRUB system we used the small 10 MB partition for the GRUB directory and
copied all the necessary GRUB software onto it. With this done, running the command
grub starts up an interactive command system for GRUB maintenances. On this prompt

we issued the commands

grub> root (sd0,0)
grub> find /boot/grub/stagel
grub> setup (sd0)

and the GRUB software is then installed on the MBR (Master Boot Record) of the hard
drive thus the system can now boot-up unaided.
The last item was to throw our boot-up commands into the file grub.conf as a menu item.

Thus grub.conf for the machine Gollach-1 has the following text

default =1
timeout =5
title Red Hat Linux (Network)
bootp
root (nd)
kernel /vmlinuz-2.4.18 root=/dev/nfs \
ip=:::::ethO:bootp rw

must configure the IP settings for the interface ethO via bootp. This is a requirement since
the machine has two ethernet interfaces and the computer may fail to boot-up because the
kernel attempts to configure the wrong interface.

On the machines Gollach-2 to Gollach-7 the line is somewhat different since each one

of these machines only has one interface. Thus the line reads as below:
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kernel /vmlinuz-2.4.18 root=/dev/nfs ip=bootp rw

In this case we can see that with the term ip=... we only needed to specify bootp as
input.

For the NFS root server, i.e. Gollach-8 the case is completely different. Since This
machine boots up from a hard disk drive, then it specifies its root as such. Also since the
computer is the one which issues IP setting to the other machines in the cluster, then it will

not make use of any kernel IP configuration. The grub.conf file for this machine is :

default =0
timeout = 10
#image O

title Mosix 1.6.0 ( 2.4.18 )
root (sd0,0)
kernel /vmlinuz-2.4.18 root=/dev/md0 \
md=0,/dev/sda3,/dev/sdb3 ro

#image 1
title Red Hat Linux (2.4.18-3smp)
root (sd0,0)
kernel /vmlinuz-2.4.18-3smp root=/dev/md0 \
md=0,/dev/sda3,/dev/sdb3 ro
initrd /initrd-2.4.18-3smp.img

4.6.2 DHCP

DHCP takes care of most of our boot-strapping requirements from the server side of things
in our diskless configuration.

The DHCPD (DHCP daemon) is supplied with the RedHat system. We enable DHCP
in the system configuration. Once this is done then we setup the file /etc/dhcpd.conf file

adding in the entries for our machines as shown below.
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With GRUB and the kernel working in Bootp mode, we enable Bootp compatibility using

enable bootp;

Then we add in an entry for the machines in the cluster using the following lines.

host gl {

hardware ethernet 00:a0:¢c9:ec:04:90;
fixed-address 192.168.0.1;

option root-path "/";

}

In this case we have shown only the configuration for one server. The rest take up a similar
setting, with appropriate changes to the host setting and also to hardware ethernet and
fixed-address. This gives each machine a static IP address and the name server settings
for the location of the kernel. Thus enabling GRUB to bootstrap the machine, the kernel to

set IP settings and also the location of the root NF'S system.

4.7 NBD

NBD is a client server system that will allow us to network raw storage devices. We imple-
mented the NBD system to show that storage devices in a network can be unified to give an

image of a single large conventional storage device. To achieve this, we also took advantage

of Linux Software RAID.
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4.7.1 Storage Sources

Storage devices were exported from every machine except the RAID host and the NFS server
(i.e. Gollach-7 and Gollach-8 respectively). With the former, the reasoning was that the
hard disk drives were already available locally thus there was no need to network them. With
the latter, all the drives were being used as the root file system on the clusterNFS server.
Once exported and then made available on the RAID host, the network drives were
configured in two separate scenarios to test two personalities. The RAID levels used were

RAID-0 and RAID-5.

4.7.2 Kernel Configuration

The NBD system is enabled by selecting its appropriate section under the Block Devices

heading. This is shown next:

Block Devices —--->

<*> Normal PC floppy disk support

< > XT hard disk support

< > Compaqg SMART2 support

< > Compaqg Smart Array 5xxx support

< > Mylex DAC960/DAC1100 PCI RAID Controller support
<*> Loopback device support

<M> Network block device support

< > RAM disk support

This option will allow the NBD device driver to be loaded into the kernel as a module.
This device driver is only required on the machine which will hold the NBD clients.
Further to the kernel option, it is also necessary to create the necessary devices in the

/dev directory. This was done by calling the command
# mknod /dev/nda b 43 0

Devices in /dev have three characteristics, which are:
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e type
e major number

e minor number

mknod has to be run for all the clients that are required, thus it requires device names
from nd0 to nd5 and minor numbers from 0 to 5. The major for these devices is 43. The b

in the command call signifies a block special device (buffered).

4.7.3 RAID Configuration

To get a combined RAID drive working required setting up the system in /etc/raidtab.
The layout was such that each machine exports a single drive. Therefore we setup /dev/md0
as a stripe of two drives on each of the machines. The configuration used has been shown
above in the hardware implementation section.

This would utilise some parallelism and allow us to maximise on the controller’s band-
width. /etc/raidtab is read by the system scripts during initialisation, this means it would
start up automatically just after kernel boot.

Having the networked RAID drive start up automatically as one with local devices has

problems. This is due to the fact that several other things are now involved i.e. :

e nbd.o the kernel module for clients.
e nbd-server

e nbd-client

Thus we decided to conduct this initialisation in a separate script file. To separate it
from system initialisation, we put the setup in a file /etc/raidtab2. The contents of this

were as follows :
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raiddev

/dev/md1
raid-level

nr-raid-disks

persistent-superblock

chunk-size

device
raid-disk
device
raid-disk
device
raid-disk
device
raid-disk
device
raid-disk
device
raid-disk
device
raid-disk
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/dev/nd0
0
/dev/nd1
1
/dev/nd2
2
/dev/nd3
3
/dev/nd4
4
/dev/nd5
5
/dev/mdo
0

In the same file we set-up /dev/md2 as follows




i.e RAID-0 and RAID-5 which are to be run in different contexts.

raiddev /dev/mdl
raid-level
nr-raid-disks
nr-spare-disks
parity-algorithm
persistent-superblock
chunk-size

device
raid-disk
device
raid-disk
device
raid-disk
device
raid-disk
device
raid-disk
device
raid-disk
device
spare—disk

The two sets of RAID devices /dev/md1 and /dev/md2 were setup for the two personalities

4.7.4 Running the NBD System

To run an NBD server we issue the command :

#

nbd-server 1700 /dev/mdO

This starts a server on the machine and exports the device /dev/md0. Then on our client

machine we issue :

#
#

modprobe nbd
nbd-client gl 1700 /dev/nd0
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1
left-asymmetric
0

32

/dev/nd0
0
/dev/nd1
1
/dev/nd2
2
/dev/nd3
3
/dev/nd4
4
/dev/nd5
5
/dev/md0
0




This set of commands inserts the NBD kernel module, starts a client and attaches it
to /dev/nd0. We run the nbd-client command consecutively for devices up to /dev/nd5,
which are our components for the network RAID.

The RAID device is then started up with the command :
# mkraid -c /etc/raidtab2 /dev/md1

At this point the RAID drive is ready for a file format and is to be used as any other
storage device.

The above collection of commands was captured and put in a script file to automate the
process during system start-up. The listings for the server and the client configurations is
shown in Appendix A.

The line in the listing with /dev/md1 is changed to /dev/md2 when testing the RAID-5
configuration.

We initialised our network distributed drive with EXT3 (Third Extended File-system).

Afterwards it was mounted with the mount command like any normal storage device.

4.8 System Running

The trace of the Gollach cluster during initialisation is shown in Figure 4.5. This shows how

the main components building up this server machine get initialised.

4.9 Summary of Implementation

In summary, this chapter has dealt with the building of a cluster server. We have discussed
how GRUB, DHCP and TFTP combinations were used in order to build up a bootstrapping
subsystem for the cluster. We mentioned how ClusterNFS was our system of choice for

combining the root file system. We have described the implementation of LVS as a means
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Figure 4.5: Gollach System Startup Trace
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to access the cluster server and give the user a single image of the system through SSH. We
saw how NBD was the major building block for combining the mass storage in the server.
To fully take advantage of what NBD had to offer it was mated with sRAID. We mentioned
how MOSIX was implemented in order to provide a finer grain of parallelism to our server

use.
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Chapter 5

Tests and results

This chapter details the testing process of the cluster after being built up. It states the steps

taken, the results and the findings that were made during the testing phase.

5.1 Overview of Tests

On building the system, we have put together the abstracted parts . Thus we have realised
our vision in terms of theoretical implementation. What is left is to actually test these things
and determine their work-ability.

We have tried to test system properties from a high level, down to the ground level. On
knowing how the ground level components behave, then we can deduce explanations for the
behaviour of higher level components of the system.

The tests conducted on this cluster are in several classes depending on their realisation
of the physical world. We ran tests on the hardware and also on the software involved
in this cluster. The main hardware tested is the storage system in various configurations.
Hardware testing also included testing of the network and issues surrounding it. Software
tests included running the programs expected to run on this cluster and seeing whether they

operate correctly. The high level tests conducted looked at how well the cluster holds up in
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a work environment. This means long term stability and performance under load.

For the testing, we did three kinds of tests. These were :

1. High level tests - these were conducted to find out whether the cluster does what we

intended it to do in a qualitative sense.

2. Reliability tests - these were meant to give us some idea of how our cluster fares as an

everyday utility. Therefore we see how it deals with undesirable operation.

3. Low level tests - involve the hard drive storage, NFS speed, network efficiency, NBD
performance and MOSIX efficiency. These gave us raw figures for performance which

we used in formulating some of our explanations.

5.2 Cluster Software High Level Tests

With these high level tests, we intend to show that the cluster does what is expected of it.
In short this cluster is intended to behave as a conventional single Linux machine in terms

of usage.

5.2.1 Software Running

We tested the running of some conventional software on this cluster to ensure that it works
as required. The programs tested include Matlab, IDL, Galeon, PVM. The running of these
programs was found to be identical to that of a conventional machine. A screenshot of IDL

running an image processing demonstration is shown in Figure 5.1

5.2.2 ClusterNFS

The only items which have to be looked at are the ClusterNFS specific features. This means

dealing with the files which are specific to the different machines in the cluster. Fortunately
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Figure 5.1: IDL Demo Screenshot
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most of these are created during initial installation of the cluster and the administrator
virtually never has to fiddle with them once the system is up. ClusterNFS does have a quirk
in its semantics for file creation and this has to be an administration watch-point.

If a file exists for both the home machine and a certain remote machine, for example :
fstab fstab 1IP=192.168.0.1
On 192.168.0.1, editing fstab and saving is only meant to modify the file :
fstab 1IP=192.168.0.1

Numerous attempts have shown that the more realistic situation experienced has been to
remove fstab and recreate fstab$$192.168.0.1$$. Thus the main server unwittingly loses
a file. This can be a grave disadvantage for the administrator who wants to take a shortcut

by editing host specific files on the particular host.

5.2.3 M SI

Since we know that MOSIX runs on a fork-and-forget principle in order to take advantage
of its parallelism, the testing of MOSIX involves showing that a CPU bound process will
migrate to other computers in the cluster.

To show that our cluster was migrating processes, we used mon the MOSIX process
monitoring program to see our load distribution. To get a decent load for the cluster we
compiled a Linux kernel with the - switch. The - switch takes a parameter for the
number of make processes that should be spawned. In our case we used 8. Figure 5.2 and
5.3 respectively show the load distribution on the cluster soon after calling the command
and then after letting the processes redistribute.

In the Linux kernel source directory we ran the following commands to achieve this :
# make clean

# make - 8 bzImage
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Figure 5.2: Initial Screen of ernel Compilation

Figure 5.3: ernel Compilation With Some Migration
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In these plots we can observe that the bar on Gollach-7 has remained tall even after
the process migration. This is due to the heavy I/O requirements of this operation. In the
plot for the initialisation of the compilation there is a small bar on Gollach-8. This is due
to the NFS server requests from Gollach-7 for the files. The result of the entire operation

gave us the following time as a result :

16.46 seconds

As a comparison to a stand-alone server, we disabled MOSIX migration by issuing the

command:

# echo "1" > /proc/mosix/admin/stay

This operation locks the processes onto this node. The we re-ran the entire operation

and got a result of:

23.28 seconds

Therefore there has been a gain of 6.82 seconds from using MOSIX.

5.2.4 S

With the LVS, we wanted to find out how well log-in clients were being distributed on our
cluster. To do this required that we log in multiple times and check the user distribution

with the LVS command ipvsadm. A sample of the output from ipvsadm is shown below :

[root gollach rootl# ipvsadm
IP Virtual Server version 1.0.4 (size=4096)
Prot LocalAddress:Port Scheduler Flags

-> RemoteAddress:Port Forward eight ActiveConn InActConn
TCP gollach.ee.uct.ac.za:ssh wlc
-> g8:ssh Masq 1 1 0
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